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This course is a philosophical introduction to the foundational concepts of cognitive science.  The focus is on several general issues in the philosophy of mind and cognition.  We can begin to think about these issues in terms of the following three questions.

1) How are mind and body connected?   

This is the general question that Descartes struggled with in the form of the mind/body problem, and it is a question, perhaps the question, that philosophers and cognitive scientists struggle with today.  We should be careful, however, not to bias the question right from the start: perhaps we don’t need ‘the’ body, as in a human body or brain, to get mind.  Instead we might, as the tradition of machine functionalism and artificial intelligence suggests, think that we can get mind out of some body, and that body may just as well be made out of silicon rather than flesh and blood.  We will briefly explore some ways that philosophers have approached these and like issues.

2) How is it that our minds can represent or think ‘about’ the world?

One of the things our mind does, if it does anything, is represent the world.  How does it do that?  How should we understand the relationship between the thoughts in our heads and the things in the world that those thoughts are about?  This is the basic problem of intentionality, and solving it is integral to giving a comprehensive theory of mind.  We will consider some ways in which philosophers have analyzed the problem, and how computer science, artificial intelligence and neuroscience may help in that analysis. In particular:  Do intelligent machines or robots provide a useful source of insight into how mental content is possible?  
3) How far does mind extend into the world?

In Cognitive Science circles, the above discussions often proceed on the (usually implicit) assumption that what matters most to the nature of mind is its computational or functional structure, while the physical embodiment is at most contingent.  Is this a safe assumption?  And if not, how will our theories of mind be affected?  Here are two questions that quickly emerge: First, what is the relationship between mind, body, and action?  Second, where do we “place” the mind?  Is it “just in the head” or are there reasons to think that it extends to and is thus partly located in the world!?

Course details:
Seminars:  Each student is expected to:

· Attend (and participate in!) all seminars, taking notes where appropriate

· Read all the core reading for day in advance of the seminar

· Be prepared to answer the "questions for consideration" if called on

· Bring to the seminar copies of the core reading and the questions
Text:
The main text for this course is Andy Clark, Mindware (Oxford University Press, 2001; referred to as MW in the week-by-week course outline below).

This book examines the development of the computational metaphor, from Turing to the present.   It looks at debates between traditional and connectionist approaches to AI, and between instrumentalists and eliminativists.  It also examines more recent, 'embedded' theories of mind, including work on dynamical systems, and on situated robotics.  It has a short section (Appendix I) on traditional topics within Philosophy of Mind (mainly the Mind-Body problem), but is otherwise devoted to Philosophy of Cognitive Science.

Recommended additional texts (see list at end for publication details):
You are recommended to get hold of one or two of the following for further extended reading. Some are more conventional Philosophy of Mind texts, and some dedicated to the spectrum of issues in Philosophy of Cognitive Science.
· Modern Philosophies of Mind, ed. W. Lyons is an anthology of articles by twentieth-century writers on the Philosophy of Mind.  After reading the selections from this volume, you will have a familiarity with some of the representative modern philosophical texts on the nature of the mind.  It also contains a useful brief introduction to some of the major currents of thought in the philosophy of mind; and a very informative Chronology of 20th century philosophical, historical and scientific developments, which will help put the writings into a broader context.

· Matter and Consciousness, (Revised Edition) by Paul M. Churchland gives an extended presentation of a quite radical position on the nature of mind, by a modern writer who works within the Cognitive Science tradition. You will be able to sharpen your own views by working out how much you agree or disagree with Churchland's point of view.  Some of the chapters provide excellent introductions to important areas of cognitive scientific inquiry, covering developments in psychology, biology, neuroscience and artificial intelligence. 

· The Mechanical Mind, by Tim Crane  This is a very accessible text which is written by a philosopher, not a cognitive or computer scientist, but which discusses a number of issues underlying computing, and classical and connectionist AI, while also addressing some important philosophical issues to do with mental representation.
· Mind and Cognition 2nd Edition, (ed) W. Lycan  is a substantial collection of papers by a philosopher who has assembled a number of key papers in the philosophy of mind, AI and consciousness.
· Mind Design II, (ed) J. Haugeland  This collection contains some of the key theoretical papers on classical and connectionist approaches to AI, with some interesting critical discussions.  Many of the authors are computer scientists rather than philosophers, but several papers are classics in computationally-based philosophy.

· Philosophy of Artificial Intelligence (ed) M.Boden.  This collection of papers, specifically on the philosophy of AI, contains a number of key articles by both philosophers and AI researchers. It provides a useful alternative to Haugeland’s anthology (see above).
More resources are listed at the end of this document.
Course schedule (each session is two hours long):

· Monday, September 7th:

· Session 1: Introduction: The Mind-Body Problem
· Session 2: Computation and mind
· Tuesday, September 8th:

· Session 3: The Chinese Room and other critiques of computationalism
· Session 4: Folk psychology and eliminativism
· Wednesday, September 9th:

· Session 5: The intentional stance
· Session 6: Connectionism versus symbolic cognitive science
· Thursday, September 10th:

Session 7: Challenges to ‘in-the-head’ cognitive science
· Session 8: The role of body and brain
· Friday, September 11th:

· Session 9: The dynamical mind
· Session 10: The extended mind
(Special thanks to Prof. Steve Torrance for assistance in the design of this course)

Session 1:
Introduction: The Mind-Body Problem
Core Reading: 

· Clark, A.:  'Introduction'; and 'Appendix I: Some Backdrop' (MW)
Questions for Consideration:

1. What is the principal aim of cognitive science?  What distinctive means does it use to achieve this aim?

2. What particular characteristics of mind make it difficult to see how it could be part of the natural (physical) world?

3. For each of the following views concerning the relation between mind and the physical world explain what the view is (e.g., how does it differ from the others?), and what its strengths and weaknesses are:

· Dualism:

· Interactionism

· Parallelism

· Epiphenomenalism

· Monism:

· Behaviourism

· Identity Theory

· Machine functionalism

· Eliminativism

· Idealism/Phenomenalism (extra credit)

· Neutral monism (extra credit)

Further Reading:

· Kirk Ludwig:  "The Mind-Body Problem: An Overview," in The Blackwell Guide to the Philosophy of Mind, eds. T. Warfield and S. Stich, Blackwell, 2003, pp. 1-46. Available online on http://www.clas.ufl.edu/users/kludwig/ludwig.html (selection 18 under ‘Articles and Book Chapters’); Try especially to read section 1.5 ‘The Mind-Body Problem’

· Putnam, H. ‘Philosophy and our Mental Life’ in H.Putnam, Mind, Language and Reality: Philosophical Papers, Vol 2.  (1975); And in W.Lyons (ed) Modern Philosophy of Mind (Everyman, 1995) and in N Block (ed) Readings in Philosophy of Psychology , Harvard UP. (1980), pp.134-143. 
· Descartes, Meditations on First Philosophy

· Place, U.T. ‘Is Consciousness a Brain Process?’ British.Journal of Psychology, Vol. 47, 1956. Reprinted in Lyons (ed) Modern Philosophy of Mind (Everyman, 1995); and in Cummins and Cummins (eds) Minds, Brains, and Computers (Blackwell, 2000)

· J.J-C.Smart  ‘Sensations and Brain-Processes’ Philosophical Review, 68, 1959.  Reprinted in Lyons (ed) Modern Philosophy of Mind (Everyman, 1995)
Session 2:
Computation and mind
Core Reading: 
· Clark, A. ‘Meat Machines,’ Chapter 1 (MW)

· Clark, A, Chapter 2, section 2.1 (MW)
· Haugeland, J. ‘What is Mind Design?’ from J. Haugeland (ed) Mind Design (MIT Press)
Questions for Consideration:

1. What three stages does Clark identify in the development of the computational theory of mind?

2. What does it mean to say that mental processes are formal? What advantages does such a view have?  (Possible disadvantages will be discussed next week).

3. What is a Turing machine?  A Universal Turing machine?  For each:  has one ever been built?  If so, give an example.

4. What is machine functionalism?  What are the advantages of machine functionalism over previous views of the relation between mind and the physical world? (Possible disadvantages will be discussed next week).

5. Let us call a physical system a computer in the austere sense if it implements some Turing machine; let us call a physical system a computer in the robust sense if it meets Clark's definition of computation (roughly, "a physical system whose causal state transitions, under some interpretation, make semantic sense"; p 18).

a) Is every physical system a computer in the austere sense?  If so, why?  If not, give an example of a physical system that is not.

b) Is every physical system a computer in the robust sense?  If so, why?  If not, give an example of a physical system that is not.

6. Is behavioural similarity to a human enough to establish a system as being a good model of human performance?  Enough to establish it as being entitled to the same moral status as humans?

7. Let us say something is strongly simulable iff ("if and only if") simulating it creates an instance of it (compare Clark's notion of an "informational phenomenon"; p 24).

a) Give examples of phenomena that are and are not strongly simulable.

b) Is the mind strongly simulable? Give reasons for your answer.

8. What difference, if any, is there between the computational view of mind, machine functionalism, and the Physical Symbol Systems Hypothesis?

Further Reading:


· Turing, A. ‘Computing Machinery and Intelligence,’ Mind, 1950; repr. in Boden, M. (ed.) The Philosophy of Artificial Intelligence (Oxford University Press, 1990) Available online at http://www.abelard.org/turpap/turpap.htm 
· Newell, A. and Simon, H. ‘Computer Science as Empirical Enquiry: Symbols and Search,’ reprinted in Boden, M. (ed.) The Philosophy of Artificial Intelligence (Oxford University Press, 1990) 
Session 3:

The Chinese Room and other critiques of computationalism

Core Reading: 

· Clark, A, Chapter 2, section 2.2 (MW)

· Searle, J. ‘Minds, Brains, and Programs,’ Available online at http://members.aol.com/NeoNoetics/MindsBrainsPrograms.html 
· N. Block, ‘Troubles with Functionalism’ – see excerpt in Lycan (op.cit.) Part IV, 18
Questions for consideration:

1. What is Searle's Chinese room argument?  What is it meant to show?

2. What are the replies to the argument that Searle considers in "Minds, Brains and Programs"?  Are they persuasive?

3. What are Searle's responses to each of the replies in 2 above?  Are they persuasive?

4. True or false?

· Searle believes that a machine cannot understand.

· Searle believes that a digital computer cannot understand.

· Searle believes that a digital computer can understand solely by virtue of running the right program.

5. What is Clark's "microfunctionalism" response to Searle?  Is it persuasive?

6. What is Dreyfus' "argument from fluent everyday coping" against AI? Is it persuasive?  How does it differ from the Chinese room argument?  Does Clark's "microfunctionalism" response work against it?  

7. What is the distinction between strong and weak AI?  Which kind of AI do the arguments discussed this week apply to?  Which kind of AI is relevant to cognitive science?

Further Reading:
· S.Harnad, ‘The Symbol Grounding Problem’ – available online: details to be made available.

· T. Crane, The Mechanical Mind. Chs 2 and 3.  
Session 4:
Folk psychology and eliminativism
Core Reading: 
· J Fodor, Psychosemantics, Introduction (‘The Persistence of the Attitudes’) - reprinted in W.Lyons (ed) Modern Philosophy of Mind (Everyman 1995).

· P. Churchland, ‘Eliminative Materialism and the Propositional Attitudes’ in Lycan (op.cit), Part III, ch. 6; also in W. Lyons (ed)  Modern Philosophy of Mind.
Question for Consideration:

1. What are propositional attitudes?  Give an example of an explanation of someone's behaviour that uses propositional attitudes.

2. According to Fodor, what are some of the strengths of propositional attitude explanations?

3. What reasons does Paul Churchland give for eliminating propositional attitudes from scientific explanations of behaviour?

Further Reading:
· P.M.Churchland and P.S.Churchland ‘Stalking the Wild Epistemic Engine’ – reprinted in W.Lycan (ed) Mind and Cognition (2nd edition) Part IV, Ch 9.
· T.Crane, The Mechanical Mind,  Ch. 1 ‘The Puzzle of Representation’, pp 23-40; and Ch. 4.  ‘The Mechanisms of Thought’, pp. 131-53.

· T.Horgan and J. Woodward, ‘Folk Psychology is Here to Stay’ in Lycan (op. cit.) Part V ch. 12.
Session 5:
The intentional stance
Core Reading: 
· Clark, A., Chapter 3 (MW)
· Dennett, D. ‘Intentional Systems’ from D. Dennett, Brainstorms, (MIT Press, 1978; originally appeared in the Journal of Philosophy, 1971).  Available online: http://www.jstor.org/pss/2025382
Questions for consideration:
1. According to Dennett, what makes a system a true believer?

2. Does Dennett's position commit him to the view that cars, plants, dishwashers, desks and lecterns have minds?

3. Does Dennett's position imply that the existence of minds depends on the existence of acts of interpretation? On the existence of interpreters?  If so, is this a problem for him?  If not, why not?

4. What two claims constitute the Representational Theory of Mind? (If you can, avoid reproducing Clark's or Fodor's wording verbatim).

5. Does the intentional stance suggest a way of saving folk psychology from elimination without adopting the symbolic approach?  Without adopting any representational theory of mind?

6. Is Dennett a realist about beliefs and desires?

7. Must an explanation of a particular event (such as my going to the fridge) be causal?

8. Consider Clark's story of the creature Den.  At one point (p 50), Clark says that the intentional stance won't work for Den in evening conditions.  Why not?  Can you think of a modification to the intentional stance that would allow correct prediction/explanation of Den's evening behaviour, while still using mentalistic notions such as beliefs and desires?

Further Reading: 
· Dennett, D.:  “True believers'', in his The Intentional Stance and in Lycan's Mind  & Cognition; also the “Reflections” section that follows. A summary of Dennett's book, with peer commentary, appears in Brain and Behavioral Sciences 11:3; 1988

· Stich, S.: “Dennett on intentional systems”, and Dennett's reply, “Making sense of ourselves” in Lycan's Mind & Cognition; also in Biro & Shahan, eds, Mind, Brain  Function, and in Philosophical Topics 12.  Dennett’s reply is also in The Intentional Stance.
· Sterelny, K.:  Chapter 5 of The Representational Theory of Mind
· Dennett, D. C. 1991. Real patterns. Journal of Philosophy 88:27-51. Available online: http://ase.tufts.edu/cogstud/papers/realpatt.htm
Session 6:
Connectionism versus symbolic cognitive science

Core Reading: 
· Clark, A. ‘Connectionism,’ Chapter 4 (MW)
· W. Bechtel, ‘The Case for Connectionism’ in Lycan (ed.) Mind and Cognition, 2nd Edition.  Part III, section. 7.  (See also paper by Churchland and Sejnowski in same section)
Questions for Consideration:

1. What are the principal differences between symbolic and connectionist models of cognition?

2. What is distributed superpositional coding, and what are its advantages in modelling human cognition?

3. What are the advantages of a model that is able to learn its own solutions to a problem?  The disadvantages?  What techniques have been developed to compensate for these disadvantages?

4. In what ways are second-generation connectionist models an advance over first generation models?

5. Are connectionist models consistent with the view that our behaviour is caused by propositional attitudes such as beliefs and desires?  Can the latter be found to be located in such models?

6. What does it mean to say that thought is systematic? What reasons are there to believe that it is?  If it is, does that cause difficulties for connectionist models of thought?

7. In what three ways did the earliest connectionist models fail to be very biologically plausible?  What ways of addressing these limitations have been proposed?

Further Reading:



· Fodor, J and Pylyshyn, Z: ‘Connectionism and Cognitive Architecture: A Critical Analysis’ repr. in J.Haugeland (ed) Mind Design II, (MIT Press, 1997), Ch 12.  

· Ramsey, W., Stich, S., and Garon, J. ‘Connectionism, Eliminativism and the Future of Folk Psychology’ repr. in J.Haugeland (ed) Mind Design II, (MIT Press, 1997), Ch 13.
Session 7:

Challenges to ‘in-the-head’ cognitive science

Core Reading: 
· R. Brooks, ‘Intelligence without Representation’ .  Artificial Intelligence 47 (1991), 139–159. Reprinted in Haugeland, J. (ed) Mind Design II, (MIT Press, 1997) Available at http://people.csail.mit.edu/brooks/papers/representation.pdf
· Dreyfus, H.  ‘The Current Relevance of Merleau-Ponty’s Phenomenology of Embodiment’  Electronic Journal of Analytic Philosophy.  Spring 1996.

http://ejap.louisiana.edu/EJAP/1996.spring/dreyfus.1996.spring.html 
· Interview with Hubert Dreyfus (Berkeley University TV): http://globetrotter.berkeley.edu/people5/Dreyfus/dreyfus-con1.html
(This can be downloaded as an MP3, and also there are text transcripts of the interview – divided into sections.)

Questions for Consideration:

1. Why does Brooks talk about ‘Intelligence without representation?’ Does the idea hold water?

2. What is distinctive about Brooks’ approach to AI/Robotics?

3. Is the notion of a ‘reactive system’, as used by Brooks, a progressive development for AI or just behaviourism in disguise?

4. Why does Dreyfus find established approaches in AI (particularly symbolic AI) so objectionable?

5. What does Dreyfus think of connectionism?

6. What are the key themes that Dreyfus brings from Merleau-Ponty and the phenomenological tradition as new lessons for cognitive science? What is its relevance to Cognitivism?

7. How plausible is Dreyfus’ five-stage model as an account of the acquisition of a skill?

8. If Dreyfus is right, has AI a future?

Further Reading:

· Dreyfus, H. ‘The Role of the Body in Intelligent Behaviour,’ – chapter from What Computers (Still) Can’t Do (numerous editions – check in library)

· Van Gelder, T. ‘What might Cognition be if not Computation?’ repr. in Haugeland, J. (ed) Mind Design II, (MIT Press, 1997)

· Brooks, R.  ‘Intelligence without Reason’, Proc. Int. Joint. Conf. on Artificial Intelligence, 1991; MIT AI Lab Memo no 1293.  Available at http://people.csail.mit.edu/brooks/papers/AIM-1293.pdf 

Session 8:

The role of body and brain
Core Reading: 
· Clark A., ‘Perception, Action, and the Brain,’ Chapter 5 (MW)

· Clark A., ‘Robots and Artificial Life’ Chapter 6 (MW)

Questions for Consideration:

· Mindware Chapter 5

1. Marr:

a. What three explanatory levels did Marr identify?

b. Give an example of applying these levels to something other than the brain (e.g., a drinks machine).

c. To what extent can explanation at one level proceed independently of the other levels?

d. What does Clark take to be the important truth underlying Marr's view?

e. For each of the following pieces of neuroscientific data, say what problem Clark might think it poses for Marr's view.  Does it?

· neural control of monkey finger motions

· perceptual adaptation

· non-hierarchical interconnectivity in the primate visual system

2. What is the "sense-think-act" cycle view of perception-based action?  What is the "interactive vision" view?  In what ways do they disagree with each other?  What arguments does Clark provide for the latter view?  Are they persuasive?
3. Human designed computational systems are usually decomposable, while evolved biological systems are not.  What difficulty might this pose for computational explanations of mind?  What solution to the mismatch does Clark consider?

4. What three different ways of integrating special purpose mechanisms into coordinated wholes does Clark consider?  In what ways are these methods distinct from traditional, symbolic means of coordination?

· Mindware Chapter 6

1. What are the three principal themes of research in artificial life?  What reason is there to believe that they are features of animal cognition?  Some human cognition? All human cognition?

2. What two kinds of behaviours are associated with what Clark calls "advanced reason"?  Give your own example of each.  Can such behaviours be produced by artificial life kinds of mechanisms, or is some form of representation (symbolic or connectionist) required?

3. In what ways are artificial life mechanisms incompatible with representations?

4. What are nomic properties?  Non-nomic properties?  Give your own example of each.  Which of these do we detect/respond to?  Which of these do artificial life-style systems detect/respond to? Which of these do traditional representational systems detect/respond to?

5. What four notions of emergence does Clark consider?  What strengths and weaknesses do each of them have for capturing the kinds of phenomena which the artificial life approach to cognitive science takes to be essential to mind?

6. Is being alive an essential part of having a mind?  What consequences does your answer have for artificial intelligence?  Cognitive science?

Further Reading: 
· Clark, A. Being There, (MIT Press, 1997)

· Decety, J. and Grèzes, J. ‘Neural mechanisms subserving the perception of human actions,’ http://wexler.free.fr/library/files/decety%20(1999)%20neural%20mechanisms%20subserving%20the%20perception%20of%20human%20actions.pdf 

· Milner, D. and Goodale, M. The Visual Brain in Action (Oxford University Press, 1995 / 2006)  See Précis of the book in Psyche Online Journal at http://psyche.cs.monash.edu.au/v4/psyche-4-12-milner.html 

· Alva Noë, Action in Perception, MIT Press, 2004.  - See Précis – based on Chapter 1 of the book - in Psyche Online Journal at http://psyche.cs.monash.edu.au/symposia/noe/Noe_precis.pdf 

· (See also commentaries to the above, by Pierre Jacob, Jesse Prinz, William Lycan – links available on main Psyche page at http://psyche.cs.monash.edu.au )
Session 9:

The dynamical mind

Core Reading: 
· Clark A., ‘Dynamics’ Chapter 7 (MW)

Questions for Consideration:

1. What are some of the distinctive features of dynamic systems explanations?

2. Are attempts at dynamical explanations of a system merely descriptions of that system?

3. What do the following terms mean in the context of dynamic systems theory?:

a) state space (or phase space)

b) attractor (or sink)

c) repellor (or source)

d) bifurcation

e) basin of attraction

f) coupling

4. For each of the following explain how a dynamic systems analysis furthers our understanding in a way non-dynamical accounts do not:

a) rhythmic finger motion

b) treadmill stepping

c) the Watt governor

5. What three premises constitute the argument for a dynamic cognitive science?  Are the premises true? Do they imply the Radical Embodied Cognition Thesis?

6. In what ways, if any, does the development of advanced cognition resemble the history of flight? What implications does your answer have for the form a science of the mind should take?

7. In what ways are the forward models and emulator circuits analysed by Grush continuous with sensory-motor control systems?  In what ways are the capabilities of such architectures thought to be discontinuous from the capabilities of simple sensory-motor control systems?

8. Which of the following is supported by the data that dynamicists muster?:

a) cognition does not involve representation or computation

b) cognition may involve representation or computation, but with non-objective, action-oriented content

c) both of the above

d) none of the above

9. Can a dynamic system also be a computational/representational system?  Can a dynamic system explanation of a cognitive process also be a computational/representational explanation?

10. Do Milner and Goodale's studies of the visual system provide good reasons for questioning the incrementalism of the dynamic systems approach?
Further Reading: 

The best reading suggestions for this week can be found at the end of Chapter 7 of Mindware.

In addition, you could look at:

· van Gelder, Tim (1998). The dynamical hypothesis in cognitive science. Behavioral and Brain Sciences 21 (5):615-28 (available at http://www.bbsonline.org/documents/a/00/00/04/68/index.html,

but without the commentary and author's replies, which can only be found in the paper version).

There is also a long list of relevant papers at http://consc.net/mindpapers/6.4d
Session 10:

The extended mind

Core Reading: 

· Clark A., ‘Cognitive Technology: Beyond the Naked Brain' Chapter 8 (MW)
· Clark, A. and Chalmers, D. ‘The Extended Mind,’ Analysis, 58(1), 1998, 7-19.  Available online at http://www.cogs.indiana.edu/andy/TheExtendedMind.pdf 
· Aizawa, K and Adams, F: . ‘Defending the Bounds of Cognition’. In Menary, R. (ed),  The Extended Mind.  Available online at http://www.centenary.edu/philosophy/aizawa/publications 

Questions for Consideration:

1. Give two examples, not from the text, of how we use things in the world as an "extraneural memory store".  Make sure at least one does not involve language or computing technology.

2. Give an example of how solving a complex problem can be reduced to simple pattern recognition performed on external symbols.  What evidence is there that human arithmetical competence can be decomposed this way?

3. Summarise the chimp studies by Thompson, Ogden and Boysen that Clark cites.

a. Do they support a view of cognition that depends on the manipulation of external symbols?

b. Does the fact that the chimps do not actually use or perceive any external symbolic tokens during the final stage of the task undermine or support Clark's view?

c. Is Clark's view undermined or supported by the fact that the experimenters must know and maintain the contingencies between the symbolic tokens and the higher-order relationships in the data?

4. What evidence is there that sketching enables artistic modes not otherwise available?  In particular, what can subjects do when seeing an image beyond what they can do when imaginatively recalling the image?

5. What is the "Paradox of Active Stupidity"?  Does Clark successfully resolve it?  What is neural constructivism, and what role does it play in his account?

6. Suppose Clark is right that at least sometimes, we cannot explain cognition by restricting ourselves to processes that are going on entirely within the brain, but must include the non-biological environment as well, in a way that depends on the particular context.  Does this imply that one cannot have a science of cognition?

7. We don't praise someone for being strong when they use a crane top lift a heavy weight, but we do praise writers, philosophers, scientists, etc. when they produce quality outputs, even when they use machines/technologies (pen, paper, computers) to assist them in doing so.  Can Clark give a principled justification for this?

8. Do we use our brains, in the sense that we use cognitive technologies such as pen, paper, computers, etc.?  In addition to giving your own answer, indicate what Clark and Herb Simon simon would say about the issue.  What implications, if any, does your answer have for how cognitive science should be conducted?

9. What is “cognitive bloat”?  Can Clark avoid it?

Further Reading: 
· Clark, A. ‘Reasons, Robots and the Extended Mind’ Mind and Language Vol 16 (Issue 2): pp.121-145.  March 2001.  Available online through Sussex University Library.

· Clark, A. ‘Embodied, situated, and distributed cognition,’ in Bechtel and Graham (eds) A Companion to Cognitive Science (Blackwell, 1998)

Philosophy of Mind and Philosophy of Cognitive Science: Resources

General Philosophy:

· The Cambridge Dictionary of Philosophy, R. Audi (ed.) (CUP, 1995)

· The Oxford Dictionary of Philosophy, S. Blackburn (OUP, 1996)

Philosophy of Mind and Cognitive Science:

Encyclopedias/guides:

· The MIT Encyclopedia of Cognitive Sciences, Wilson and Kiel (eds) (MIT Press, 2001)

· A Companion to Cognitive Science, Bechtel and Graham (eds) (Blackwell, 1999)

· The Blackwell Guide to Philosophy of Mind, Stich and Warfield (eds) (Blackwell, 2001)

Collections/Anthologies:

· Modern Philosophy of Mind, W.Lyons (ed) (Everyman, 1995)
· Mind Design II, J. Haugeland (ed).  (MIT Press, 1997)
· Mind and Cognition, 2nd Ed., Lycan (ed.) (Blackwell, 1999)

· Minds, Brains, and Computers, Cummins and Cummins (eds) (Blackwell, 2000)

· Philosophy of Artificial Intelligence, M.A.Boden (ed) (Oxford UP)
· Readings in Philosophy and Cognitive Science, Goldman (ed.) (MIT Press, 1995)

· Philosophy of Mind: A Guide and Anthology, Heil (ed.) (OUP, 2004)

· What is Cognitive Science?, Lepore and Pylyshyn (eds) (Blackwell, 1999)

Introductions/Historical Overviews:

· Matter and Consciousness (Revised edition)  (MIT Press, from 1988)
· Philosophy of Mind, Kim, J. (Westview, 1998)

· The Mechanical Mind, Crane, T. (Penguin, 1995)

· Minds, Brains, Computers: An Historical Introduction to the Foundations of Cognitive Science, Harnish, R. (Blackwell, 2001)

· The Science of the Mind, 2nd Ed., Flanagan, O. (MIT Press, 1991)

Online:

· The Stanford Encyclopedia of Philosophy: http://plato.stanford.edu/contents.html 
· David Chalmers’ Consciousness website has many online papers: http://consc.net/online . This is a subset of an even bigger listing of papers, both online and offline, that be found at http://consc.net/mindpapers/ 
· The COGPRINTS archive, at http://cogprints.org/  is a wealth of published papers which authors have lodged in preprint form, etc. There are 437 papers on Philosophy of Mind at http://cogprints.org/view/subjects/phil-mind.html . Of more limited use than the Chalmers list (above), especially for recent papers, but has some useful entries from earlier years.
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